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Abstract

Eliciting complete and correct requirements is a major
challenge in software engineering and incorrect require-
ments are a constant source of defects. It often happens that
requirements are either recorded only partially or not at all.
Also, commonly, the rationale behind the requirements is
not recorded or may be recorded, but is not accessible for
the developers who need this information to support the de-
cision making process when requirements change or need
clarification.

Our proposed framework is designed to solve those prob-
lems by using video to record the requirements elicitation
meetings and automatically extract important stakeholder
statements. Those statements are made available to the
project members as video clips by using an RE database
to access the statements and/or by the integration with the
Sysiphus system.

1. Introduction

In traditional requirements engineering processes the
requirements are defined using notes that have been created
during the requirements elicitation sessions with one or
more important stakeholders.

The different stakeholders that are involved in these
meetings may not share a common language or project
knowledge as these meetings occur in early phases of the
project; misunderstandings are commonplace. The notes
produced by a requirements engineer taking the role of
the scribe may be incomplete, inconsistent or incorrect
for several reasons, e.g. the scribe may omit important
statements of a stakeholder, misinterpret a statement,
only partially note a statement or even note something
incorrectly.

Creating a complete, consistent and correct require-
ments specification out of some error prone meeting notes

is challenging and as a result the produced requirements
specifications are in general also incomplete, inconsistent
and incorrect. In fact as the notes undergo several transcrip-
tions until the final requirements specification is produced,
the changes may introduce even more defects. In a recent
project run at a Siemens company the post-mortem defect
analysis done by SCR showed that 40% of the defects in
the system were due to incorrect, incomplete or not at all
recorded requirements [3].

We propose a framework that is designed to improve the
requirements elicitation process as well as the traceability
of requirements throughout the complete life cycle of a
project. To accomplish this task, requirements elicitation
sessions are recorded using rich media and subsequently
the stakeholder requests, that describe a requirement, are
extracted and stored in short multimedia clips. Those clips
are then stored in the Sysiphus database [23], where they
can be linked to the extracted requirements or to UML
model elements. Figure 1 illustrates the process.

This way the original stakeholder requests become part
of the project knowledge base and all interpretations of
requirements can be validated against the original state-
ments, which provide more context than simple transcripts
including the way of speaking and body language. This
also avoids incomplete and incorrect transcripts as a result
of some misunderstanding. In addition developers can
easily access this knowledge whenever questions about the
origin or the reasoning behind certain requirements occur.

The rest of this paper is organized as follows: Section 2
gives an overview of the related work in terms of existing
systems. Section 3 introduces our taxonomy of require-
ments elicitation techniques and Section 4 explains some
issues of statement extraction and our solutions. Hardware
is discussed in Section 5 and Section 6 shows our frame-
work architecture on a high level. Some Concerns are pre-
sented in Section 7. Conclusions are given in Section 8,
followed by a short summary in Section 9 and closed with



Figure 1. Statement clips associated with a use case and requirements

future work in Section 10.

2. Related Work

2.1. Multimedia Supported Meetings

Lots of research has been done in the area of multimedia
supported meetings and several projects have dealt with
the use of multimedia for capturing meetings for different
purposes.

The meeting browser system [22] developed at CMU has
provided some interesting research in tracking faces, bodies
or attention during meetings as well as processing speech
to track the discourse or identify the speaker. This system
focuses more on the meetings as source of information,
whereas we want to extract information from those video
records of the meeting and focus only on those extracted
parts. We also have to meet some hardware requirements,
which the meeting browser system did not account for, this
will be discussed in Section 5.

The Distributed Meetings system, developed by Cutler
et al. [10] focuses on capturing group meetings, broadcast
them to remote locations and allow people, who did not
attend the meeting to watch them afterward. This system
relies on the in situ infrastructure of the meeting room,
which violates a requirement for our system (see Section 5).

The system developed by Chiu et al. [7] relies on a
complicated camera setup, that is not practical for our
purposes. The work done by Brotherton et al. [5] deals
with the capturing and delivering of lectures, which follow

different structures than requirements meetings.

Additionally those systems differ significantly from the
proposed framework in the way that our proposed sys-
tem automatically extracts stakeholder statements from the
meeting record and populates them into a requirements
database.

2.2. Use of Multimedia in Requirements Engineering

Several groups have been working on the use of multi-
media in requirements engineering. There has been some
research on the development of new elicitation techniques
such as Software Cinema [6], and integrating video into
existing elicitation techniques like ethnography [15] or
scenario based requirements elicitation [12].

Kaiya et al. [16] have developed a system for the support
of requirements elicitation meetings, which aims to prepare
agendas for follow up meetings and the final requirements
specification, but considerable effort is needed to post-
process the meeting record manually. In this context they
also have investigated the use of speech recognition to build
specification documents automatically [18] and structure
records on speech act theory [21].

The AMORE system [24], developed at CMU focused
on the organization of multimedia and is in fact the prede-
cessor of the Informedia [8] system. Apart from the changes
in hardware, which will be discussed later in Section 5,
the system does not allow the support of mobile require-
ments elicitation (see Section 3), and does not automatically
extract stakeholder statements from the captured meeting
record to populate them into a requirements database.



3. Taxonomy of Requirements Elicitation
Techniques

With our framework we want to improve the existing
requirements elicitation process, i.e. support existing
requirements elicitation techniques with the fewest possible
modifications to the existing processes. This is important
to ensure the practical use of the framework.

A plethora of different requirements elicitation tech-
niques exist from which the requirements engineer may
choose the appropriate techniques, that fits his needs.
Help in deciding which techniques to use is provided
by Maiden and Rugg [17], who have performed an ex-
tensive research on elicitation techniques, showing the
strengths, weaknesses and conditions that must be met
in order to be able to apply a technique. Hickey and
Davis [14], who have interviewed some of the world’s
”most experienced analysts” may also provide some advice.

The existing requirements elicitation techniques differ in
several ways from each other and in order to support all of
the techniques it is important to understand the differences
that may affect our framework. First of all, it is important
whether the technique is applied during static meetings or
whether it requires a certain mobility; this directly impacts
the choice of hardware that is applicable to capture the
requirements. We will discuss the hardware issue in more
detail in Section 5 .

We also must consider the form of the captured require-
ments, which varies strongly depending on which kind
of elicitation technique is applied, e.g. in a JAD session
the requirements will be captured in form of stakeholder
statements whereas, when following a ”blue collar” worker
to gather the requirements, they may consist of him
explaining what he is doing, while fulfilling his task.

A taxonomy of requirements elicitation techniques is
needed and Figure 2 illustrates our taxonomy, which differs
significantly from previous categorizations of requirements
elicitation techniques [4]. It influences the design of the
system strongly, and by clearly distinguishing parts of the
system that are influenced by the taxonomy, it is possible
to design the framework in a way that it is easily adjustable
for the use of different elicitation techniques.

The requirements elicitation process at Siemens usually
involves requirements workshops, which are categorized
as office based requirements elicitation along with JAD
and other elicitation techniques that include meetings of
stakeholder groups. Our work focuses primarily on this
category, because the support of more than one category is

Figure 2. Requirements Meeting Taxonomy

out of the scope of this work, but the extensibility to other
kinds of elicitation techniques has influenced the design
of the framework to allow future support of additional
techniques, e.g. user observation.

4. Statement Extraction

Current practice in office based requirements meetings
is that the discussed topics are captured as notes by a
requirements engineer in the role of the scribe. These notes
serve as a basis for the generation of the requirements
specification. The notes are seldom complete and accurate
as the scribe cannot take down everything or may omit or
misinterpret important statements of a stakeholder.

We aim to improve this process by using rich media
to record the meetings. This way complete and accurate
records of the meeting are created. The challenge is to
extract important information out of the video record
automatically with little or no post-processing effort. This
is important for the framework to be useful in practice.

In order to achieve this goal, a structuring is needed
which can be exploited for automatic extraction of im-
portant statements. Requirements elicitation meetings
often have a certain structure, provided by an agenda or a
presentation that is used to drive the elicitation process. Yet
the discussions are sometimes most effective when they
do not follow the structure. Imposing a structure to the
meetings, that allows automatic extraction of the important
statements and at the same time is not too intrusive to
disturb the group dynamics is one of the challenges we are
trying to address.

We are currently researching several approaches to this
problem for the office based elicitation category. A basic
structuring of a meeting without disturbing the meeting
is provided by a designated kind of scribe, who uses
an interface to set markings when important statements
occur and may add additional information in form of
annotations to the statements. The automatic generation



of most additional information is possible, but beyond the
scope of this prototype and may be added in future versions.

Another approach we are currently investigating is the
use of a speech recognition system, a small grammar of
keywords and a trained facilitator. Using the grammar of
keywords the facilitator is able to impose a basic structuring
of the meeting, which is exploitable for automatic extrac-
tion of statements. This approach is more intrusive than the
basic markings approach, as it may force stakeholders to
repeat their statements e.g. for a summary of the elaborated
requirement.

Extracting a statement from the meeting record may un-
fortunately remove the statement from its context, making
it difficult to understand. The participants of the meeting
may have spent a considerable amount of time debating,
during which they developed a common understanding of
the discussed topic and a basis for the comprehension of
the statement.

A developer, who tracked a requirement back to a state-
ment may lack this understanding and may need more con-
text to fully understand the statement of the stakeholder. For
that reason it is important to keep a link from the short state-
ment clip to the meeting record, allowing the user access to
the context of the statement.

5. Video Hardware

5.1. Overview

Over 10 years ago, when the AMORE system [9]
was developed, storage capacity for video was one of
the great challenges, typical storage devices could not
handle 1 minute of a 640x480 video with a color-depth of
24-bit. Today this is not the case anymore. For example
the Informedia project deals with multiple terabytes of
video [13] and processes hours of video each day.

Also the capturing devices have developed. Nowadays
small web cams with high resolution are available for less
than 100$. Digital cameras allow the capturing of high
quality videos with sound and even cell phones with such
capabilities exist. In fact a leading cell phone brand is
announcing this year a new camera phone with the ability
to capture 90 minutes of video in ”DVD-similar” quality
using only the internal memory of the phone and the
storage can be further upgraded by using memory cards [1].

A system such as we propose it, is feasible with the hard-
ware that is available today.

5.2. Selecting the Hardware

There are several requirements that impose constraints
on the selection of the hardware, that is applicable for the
framework. One important factor is the physical portability
of the system. Although the office based category was in-
troduced to characterize elicitation techniques that require
multiple stakeholders meeting in some kind of a conference
room, we cannot assume, that all requirements elicitation
meetings of a project will take place in the same room or
even in the same facility. The effort to transport the system
from one place to the other has to be taken into account,
when choosing the hardware.

Another important factor that constraints the choice of
hardware is the boundary issue of setting up the system. It
is impractical to use systems that produce high costs either
by taking a long time to set them up or by requiring lots
of people for the setup or even worse, both. It is desirable
to have systems with low overhead and low personnel
expenses.

Even more constraints are imposed by the mobile
requirements elicitation techniques, which may require the
ability to follow the ”blue collar” worker without becoming
an encumbrance for him. Taking into account that the
requirements engineer might need to follow somebody with
the capturing equipment for hours, weight and handling of
the equipment also become important issues.

Another requirement that impacts the choice of the hard-
ware, and also influences the overall system architecture is
the fact, that one must assume that the requirements engi-
neer may operate the system at the customer facilities with-
out any access to the infrastructure of the customer, because
e.g. security reasons may restrict the connection to any net-
work for visitors. Parts of the system must therefore operate
standalone.

5.3. Hardware for Office Based Elicitation

The hardware choices for capturing video in a meeting
environment have been discussed by Rui et al. [20], who
made the case for the use of omni-directional cameras. The
benefits of such cameras are that they are less distracting to
meeting participants than moving cameras, they cover the
whole meeting room and they are easier to calibrate and
setup than multiple cameras.

Generally there exist two kinds of omni-directional
cameras, those which use a parabolic mirror as the one
used by Rui et al. [20] and those that are actually arrays
of low cost video cameras in a static constellation as the



FlyCam [11] or the RingCam [10]. The resolution of the
video camera arrays is better than the resolution of the
cameras using a curved mirror, but this results in higher
storage costs for the video files. A compromise between
the needed resolution and the resulting costs for storage has
to be found.

Currently our framework only supports the use of a sin-
gle web cam, because the support of different camera sys-
tems is out of the scope of this work and at the beginning of
the development of the system no omni-directional camera
was available.

6. Framework Architecture

6.1. Subsystem Decomposition

As shown in Figure 3 our system is composed of five
subsystems. The capturing subsystem is responsible for the
capturing of video and audio as well as the generation of
meta data, e.g. speaker identity, covered topic, keyword,
etc., which will be stored in form of MPEG-7 annotations.
It delegates the detection of important stakeholder state-
ments to the mapping subsystem, which allows the setting
of markings and the splitting of the video and audio stream
along those markings.

Figure 3. Subsystem Decomposition

The media subsystem provides data structures for the
different kinds of media, i.e. annotations, video and audio,
and interfaces for the manipulation of those structures.
The presentation subsystem contains the extracted and
annotated statement video clips and provides interfaces
to access them. The Sysiphus connection is responsible
for the connection to Sysiphus to enable access to the
annotated statement clips from within Sysiphus.

6.2. Hardware/Software Mapping

As mentioned earlier one part of the system needs to
work standalone, because this part of the system will be

Figure 4. Hardware/Software Mapping

used at client facilities, where the access to the infras-
tructure may be restricted. As Figure 4 illustrates, the
capturing, mapping and media subsystems need to run
standalone, as this is the part that will be operating during
requirements meetings.

The sysiphus connection subsystem needs a network
connection to the Sysiphus database and can only operate
from a computer that is connected through a network with
Sysiphus. The presentation subsystem should also reside
on a networking computer, because the annotated media
clips should not be stored locally on each client, but on a
server to make them available for the project members.

7. Concerns

While trying to solve some problems of the requirements
engineering process, we have to take care not to introduce
new problems.

7.1. Filming people

A system like ours which films people, influences them
simply by the fact that the people know, they are observed.
Some people don’t like being filmed at all and some people
act differently when they are being filmed. In what way the
filming alone influences the meetings and to which extent
needs to be analyzed.

Cutler et al. [10] have conducted a small scale user
study for their Distributed Meeting system, which uses an
omni-directional camera to record meetings. The results
from meeting participants indicate, that the camera setup
did not get in the way of having a productive meeting,



but the participants had mixed feelings about whether
they acted differently as a result of having the system
recording them. In one meeting, one participant remarked,
”I probably shouldn’t say this because this meeting is being
recorded, but...”

The question remains in which way this study is repre-
sentative, whether people will get used to such a system and
whether the effects will diminish after a while or whether
the influence of such a system will remain constant, e.g.
because people get constantly reminded that they are being
recorded.

7.2. Extracting Information

Although the meeting record is inherently complete and
correct, when recording a meeting using a video camera, if
a person sets the markings manually, still some important
information may be omitted or set out of context. We need
to analyze how we can support the statement extraction in a
way that as little information as possible is lost, preferably
none.

8. Conclusions

The video record of the meetings provides more context
than pure text transcripts. With the video record as part
of the documentation, it is possible to clarify ambiguous
requirements, e.g. a statement that may have been made at
a meeting. In order to access the important statements of a
meeting faster, the record is split into short video clips.

With the integration of the original stakeholder state-
ments as video clips into the Sysiphus database, they
become part of the project knowledge base. This way it
is possible to iterate the interpretation of those statements
and use them for requirements validation purposes or for
illustration of the rationale behind the requirements.

In Sysiphus itself the stakeholder statements may be
linked to the extracted requirements or to UML model
elements, and future work may include the realization of a
unified model for requirements engineering [2] in Sysiphus
as Figure 1 illustrates.

Tracing the requirements back to the original stake-
holder request permits a rapid answer to questions such
as: ”Who introduced this requirement?”, ”When was this
requirement introduced?”, ”Why was the requirement
introduced?”, etc.

9. Summary

In this paper we have presented our proposed framework
that is designed to improve the requirements engineering
process in several ways. It helps during the requirements
elicitation, to create correct and complete meeting records
and it supports requirements validation by providing the
original stakeholder statements against which the require-
ments can be validated.

Furthermore the framework tries to bridge the gap
between the customer and the software developers by
allowing the developers access to the original customer
statements whenever questions about the rationale or the
importance of a requirement occur. In combination with
Sysiphus it is possible to trace requirements back to the
original stakeholder statements.

10. Future Work

The framework is currently implemented as a proof
of concept prototype. The basic capturing and splitting
mechanisms have been developed, and the integration of a
speech recognition system will follow.

An integration of a white board system such as the one
developed by Moran et al. [19] may also follow.
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