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ABSTRACTWe present an ar
hiving te
hnique for hierar
hi
al datawith key stru
ture. Our approa
h is based on the no-tion of timestamps whereby an element appearing inmultiple versions of the database is stored only on
ealong with a 
ompa
t des
ription of versions in whi
hit appears. The basi
 idea of timestamping was dis-
overed by Dris
oll et. al. in the 
ontext of persistentdata stru
tures where one wishes to tra
k the sequen
esof 
hanges made to a data stru
ture. We extend thisidea to develop an ar
hiving tool for XML data thatis 
apable of providing meaningful 
hange des
riptionsand 
an also eÆ
iently support a variety of basi
 fun
-tions 
on
erning the evolution of data su
h as retrievalof any spe
i�
 version from the ar
hive and queryingthe temporal history of any element. This is in 
ontrastto di�-based approa
hes where su
h operations may re-quire undoing a large number of 
hanges or signi�
antreasoning with the deltas. Surprisingly, our ar
hivingte
hnique does not in
ur any signi�
ant spa
e overheadwhen 
ontrasted with other approa
hes. Our experi-mental results support this and also show that the 
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pa
ted ar
hive �le intera
ts well with other 
ompressionte
hniques. Finally, another useful property of our ap-proa
h is that the resulting ar
hive is also in XML andhen
e 
an dire
tly leverage existing XML tools.
1. INTRODUCTIONS
ienti�
 databases exist to disseminate the latest re-sear
h in some area. However, sin
e other resear
h isbased on the 
ontent of the databases, it is also impor-tant to 
reate ar
hives 
ontaining all previous states ofthe data. Failure to do this means that s
ienti�
 evi-den
e may be lost and the basis of �ndings 
annot beveri�ed. The onus of keeping ar
hives typi
ally fallson the produ
ers of the data, but there appear to beno general te
hniques for keeping long-term ar
hives orfor eÆ
ient retrieval from those ar
hives. As an ex-ample of the issues involved, 
onsider two widely useddata in geneti
 resear
h: SWISS-PROT [1℄, a proteinsequen
e database, and On-line Mendielian Inheritan
eon Man [14℄ (OMIM), a database of des
riptions of hu-man genes and geneti
 disorders. Both databases havea similar hierar
hi
al stru
ture and both are heavily 
u-rated, i.e. they are maintained with extensive manualinput from experts in the �eld. In the 
ase of SWISS-PROT, a new version is produ
ed approximately ev-ery four months, and all old versions are ar
hived. Inthe 
ase of OMIM, a new version is produ
ed everyday or more often, but only o

asionally is a (printed)ar
hive produ
ed. In OMIM, not enough editing infor-mation is maintained to re
onstru
t the exa
t state ofthe database at an arbitrary time in its history. Theseexamples illustrate the obvious trade-o� between thefrequen
y with whi
h the database is \published" andthe spa
e required for 
omplete ar
hiving. Even if thespa
e issue is not 
riti
al, there is the issue of the eÆ-
ien
y with whi
h one 
an query the temporal historyof some part of the database. For example, in lookingat the history of a 
omponent of one of these genomi
databases, one might well want to know when a givenobservation �rst appeared or when some attribute last
hanged. SWISS-PROT and OMIM are two 
ontrastingexamples of ar
hiving pra
ti
es. A sear
h of s
ienti�
data available on the Web (e.g. [3℄) shows that ar
hiv-ing is a ubiquitous problem. Even databases of physi
al
onstants [16℄ are less \
onstant" than one might naivelyimagine.



A popular approa
h to keep all versions of data is to usedi�-based te
hnique [24, 5, 10, 19, 20, 6℄. A sequen
eof edit s
ripts is stored so that one 
an roll ba
k to anyversion. There are two problems with this approa
h.First, as a do
ument goes through many versions, it be-
omes in
reasingly 
ostly to re
over an old version byundoing the sequen
e of edit s
ripts. The se
ond issueis semanti
: the minimal edit may violate some notionof \obje
t" 
ontinuity. As an example, suppose that theversions of the database are instan
es of Person(Name,DateOfBirth, Address, Zip). If two individuals ex
hangehouses, a di� algorithm might explain the 
hange astwo individuals 
hanging their names and dates of birth.This does not matter if we are only interested in obtain-ing instan
es of the entire database, but it does matter ifwe want to re
over the temporal history of 
omponentsof the database. This example indi
ates that there isa temporal invarian
e of keys that should be 
apturedby an ar
hiving system in order to arrive at meaningful
hange des
riptions of \obje
ts". In the ar
hiving te
h-nique we are going to des
ribe shortly, we are able tomat
h \obje
ts" a
ross versions before 
omputing thedi�eren
e. Hen
e for the above example, we are able todete
t that ea
h individual has 
hanged his address.We are going to des
ribe an ar
hiving te
hnique thatworks well for a variety of s
ienti�
 data. Many su
hdatabases are kept in hierar
hi
al data formats and theytypi
ally have two other properties that we shall 
apital-ize on. First they are a

retive. Most 
hanges are addi-tion of data. Existing data may be modi�ed or deleted,but su
h 
hanges are relatively infrequent. Se
ond, theyhave a hierar
hi
al key stru
ture. There is a 
onstrainton the data that allows ea
h node in the hierar
hy to beuniquely identi�ed by the path in whi
h it o

urs andthe values of some of its subelements. This is analogousto the key systems in relational databases where everytuple in a database 
an be uniquely identi�ed by thename of the relation it belongs and the values of its keyattributes. We have found that well-organized s
ienti�
data and various domain-spe
i�
 hierar
hi
al data for-mats usually support su
h a stru
ture. Our ar
hiverleverages these properties and e�e
tively stores multi-ple versions of hierar
hi
al data in a 
ompa
ted ar
hiveusing the following te
hniques:� Merging versions based on keys. In 
ontrastto the di� approa
h whi
h stores edit s
ripts, wemerge all the versions into one hierar
hy. An ele-ment may appear in many versions, but we iden-tify those o

urren
es of the same element basedon keys, and store it only on
e in the merged hi-erar
hy. A timestamp des
ribing the sequen
e ofversions in whi
h an element appears are storedwith that element. Sin
e 
hanges to our databaseare largely a

retive and an element is likely toexist for a long time, we 
an 
ompa
tly representits timestamps using time intervals rather than asequen
e of version numbers.� Inheritan
e of timestamps. Con
eptually, atimestamp is stored with every element to indi
atea set of version in whi
h it existed. In reality, a

timestamp is stored at a 
hild element only whenit is di�erent from the timestamp of its parentelement.Example. A simple example illustrates how the ar
hiverworks. Figure 1 shows a sequen
e of versions of a 
om-pany database. Ea
h version of the database 
onsistsof information about its employees and the 
ompanyaddress. Every employee 
an be uniquely identi�ed byhis employee id, i.e. id is the key for employees. Ea
hemployee also has one name, one salary value, and op-tionally one telephone number. In addition, a versionnumber is assigned to ea
h version (in this example, 1,2, 3), and the root node of ea
h version is annotatedwith a timestamp in
luding that version number.Figure 2 shows how those versions 
an be merged intoone 
ompa
t ar
hive by \pushing down" timestamps.We �rst start at the top-level, and determine the nodesthat 
orrespond to one another a
ross all versions a
-
ording to their key values. (At top-level, ea
h versionhas only one root node and they 
orrespond to one an-other.) We merge 
orresponding nodes together, anno-tate the resulting node with timestamps of all mergednodes and push the timestamp of ea
h merged nodedown their respe
tive subtrees. We re
ursively invokethis pro
edure for the 
hildren of merged nodes untilwe rea
h the leaves.Observe that in the resulting ar
hive in Figure 2, nodesappearing in many versions are stored only on
e in thear
hive. If a node o

urs in version i, then the times-tamp of the 
orresponding node in the ar
hive 
ontaini. We use time intervals to des
ribe the sequen
e of ver-sions for whi
h a node exists. For example, the timeintervals [1-3,5,7-9℄ denotes the set 1,2,3,5,7,9. A nodethat does not have a timestamp is assumed to inheritthe timestamp of its parent. For example, the namenode under the emp (t=[2-3℄) inherits the timestampt=[2-3℄.Observe that it is a property of the ar
hive that thetimestamp of a node is always a superset of timestampsof any des
endant. This ar
hive 
an be represented inXML, as shown in Figure 2. For example, employee Joehas a timestamp tag <T t="2-3"> around it, indi
atingthat the entire subtree within exists in versions 2 and3. Furthermore, during these times, Joe has salary 22kat version 2 and 30k at version 3.We may assume that the tag T is in a di�erent names-pa
e [26℄. It is also easy to see that to re
onstru
t anyprevious version, all we need is a simple s
an throughthis do
ument. Noti
e that information on 
hanges isgrouped by elements in this stru
ture while informa-tion on 
hanges is grouped by time in the di� approa
h.Also, our ar
hive ignores the order among elements withkeys. If Ann o

urs again in version 4 after Bob, it willstill be represented in the ar
hive before Bob.There are two immediate 
aveats about this approa
h.First, what happens if the data does not have a key sys-tem, i.e. there are nodes that 
annot be uniquely identi-�ed by their paths and any subelements? We have foundthat most s
ienti�
 data sour
es have a well-organizedkey system. However, there are also 
ases in whi
h we
annot de�ne appropriate keys for all the nodes down
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Figure 2: \Pushing" time down. Example of an ar
hive.to the leaves. For example, some data may be free textrepresented as a sequen
e of <line> elements and some<line> elements may have same text value. Even insu
h a 
ase, provided the upper nodes in the tree havekeys, we 
an still \push down" the timestamps in theupper part, and stop, or start to use a 
onventional di�,when we rea
h elements without keys, su
h as <line>elements in the example above. In fa
t, if the entiredo
ument does not have appropriate keys, our ar
hiv-ing te
hnique is the same as the SCCS approa
h [21℄(see also Se
tion 6). The se
ond 
aveat is whether thenew stru
ture really is smaller than the a

umulatedpast versions. Here we 
apitalize on the fa
t that thetime sequen
es asso
iated with elements 
an be 
om-pa
tly represented as a small number of intervals andare often inherited from a parent element.Contributions. We extend the te
hnique of Dris
ollet. al. [9℄ (See Se
tion 6) and develop an ar
hiving toolfor XML data, whi
h 
ompa
ts a sequen
e of versionsinto a single XML do
ument. We show that our ap-proa
h is viable and 
omes with several bene�ts:� We show that the 
ompa
ted ar
hive 
an be 
on-stru
ted eÆ
iently, i.e. a new version 
an be eÆ-
iently merged with an existing ar
hive.� We show, experimentally, that the spa
e overheadfor the 
ompa
ted ar
hive is 
omparable to thetraditional in
remental di� approa
h.� We also establish experimentally that the 
om-pa
ted ar
hive works well { in fa
t better than
ompressing di�s { with XML 
ompression [12℄.� We show that sin
e the stru
ture of our ar
hive

is 
on
eptually meaningful, we 
an easily de�neindex stru
tures on top of the ar
hive to eÆ
ientlysupport various basi
 operations su
h as retrievinga past version and �nding the temporal history ofan element.For example, on the basis of our experimental �nd-ings for OMIM, whi
h is not adequately ar
hived (were
orded 100 versions over 100 days) we predi
t that weshould be able to 
onstru
t a 
ompa
ted ar
hive for ayear in less than 1:12 times the spa
e of the last version.Moreover the ar
hive, under a XML 
ompression tool,will 
ompress to 40% of the size of the last version.Organization. This paper is organized as follows. Thenext se
tion des
ribes keys for XML, whi
h we use toidentify \obje
ts" in an XML do
ument. Se
tion 3 de-s
ribes the main 
omponents in our basi
 ar
hiver andexperimental results follow in Se
tion 4. Se
tion 5 de-s
ribes how one 
an eÆ
iently retrieve a version or thetemporal history of an element using our ar
hive repre-sentation. Related work and 
on
lusions follow.
2. KEYS FOR XMLKeys for an XML do
ument allow one to identify \ob-je
ts" in the do
ument. We use keys to identify thesame \obje
t" a
ross all versions and the same \obje
t"is stored only on
e in the ar
hive.Various forms of keys spe
i�
ation have been proposedfor XML, for example, in XML standard [25℄ and XMLS
hema [27℄. We use the system of key spe
i�
ationdeveloped in [15℄ mainly be
ause it provides a generi
method for spe
ifying relative keys. Relative keys allowone to de�ne keys in a spe
i�ed s
ope and hen
e one




an de�ne a hierar
hi
al set of keys, some of whi
h arerelative to others. Here, we brie
y review the 
on
eptof keys developed in [15℄.XML Model. We model an XML do
ument as a treewhose nodes are labeled with (1) tag name (E-nodes),(2) attribute name, value pair (A-nodes), or (3) datavalues only (T-nodes). Only E-nodes 
an be internalnodes.Value Equality. The value of a T-node is its datavalue. The value of an A-node is a pair 
onsisting ofits attribute name and attribute value. The value ofan E-node 
onsists of its tag name and two things: (1)a possibly empty list of values of its E and T 
hildrennodes a

ording to the do
ument order, and (2) a pos-sibly empty set of values of its A 
hildren nodes. Twonodes are value equal if they agree on their value, i.e,the trees rooted at the nodes are isomorphi
 by an iso-morphism that is identity on string values. Finally, =vdenotes value equality.Path Expression. A path expression is a sequen
e ofnode names { tag or attribute names. Our path lan-guage 
onsists of the following: (1) the empty path \�",(2) a node name, and (3) the 
on
atenation of pathsP=Q where P and Q are paths de�ned by these rules.We use \/" as the path 
on
atenator just as XPath [8℄uses it as a lo
ation step separator. In XPath, \/" aloneor at the beginning of an XPath expression sele
ts anelement above the do
ument root. We disallow 
on
ate-nations where Q begins with \/".Key. A key is a pair (Q, fP1; :::; Pkg) where Q andPi, i 2 [1; k℄ are path expressions. Informally, Q (targetpath) identi�es a target set of nodes rea
hable from some
ontext node and this target set of nodes satisfy the key
onstraints given by the key paths, Pi, i 2 [1; k℄. This isanalogous to relational database where Q is a relationname and Pi form the key for that relation. A formalde�nition is given below. We denote by n[[P ℄℄ the set ofnodes rea
hable from node n via path P .De�nition. A node n satis�es a key (Q; fP1; : : : ; Pkg)i� ea
h Pi is required to exist and is unique for any nodein n[[Q℄℄ and for any n1; n2 in n[[Q℄℄, if for all i 2 [1; k℄n1[[Pi℄℄ =v n2[[Pi℄℄ then n1 = n2. That is,� 8n0 2 n[[Q℄℄; n0[[Pi℄℄ exists and is unique for every i 2[1; k℄.� 8n1; n2 2 n[[Q℄℄ ( ^1�i�kn1[[Pi℄℄ =v n2[[Pi℄℄)! n1 = n2In the de�nition above, =v denotes value equality and =denotes node equality (whether two nodes are the exa
tsame node).Example. The node <DB> below does not satisfy the key(A,fBg) but satis�es the key (A,fCg).<DB><A><B>1</B><C>1</C></A> <A><B>1</B><C>2</C></A></DB>Relative Key. Keys as dis
ussed above are de�nedwith respe
t to some node. We often would like to de-s
ribe the key of some node dependent on the key ofan an
estor node mu
h like weak entities in relationaldatabases [17℄. For example, the key of a weak en-tity 
onsists of its parent's key and its key (e.g. 
ourse

Math120, se
tion B). Su
h dependent keys 
an be ex-pressed through relative keys as de�ned below.De�nition. A do
ument satis�es a relative key(Q,(Q0,S)) i� for all nodes n in [[Q℄℄, n satis�es the key(Q0; S).Q0 identi�es the target set relative to the 
ontext pathQ. Q is always de�ned with respe
t to the do
umentroot. In other words, \/" is always a pre�x of Q.The key (Q, (Q0,S)) is di�erent from (�,(Q=Q0, S)).The former de�nes the key (Q0,S) with respe
t to anode rea
hable by path Q from the root. In otherwords, within ea
h node rea
hable by path Q from theroot, the set of nodes rea
hable by path Q0 from thatnode must have distin
t S values. The latter de�nesthe key (Q=Q0, S) with respe
t to the root node. Allnodes, rea
hable by pathQ=Q0 from the root, must havedistin
t S values. Observe, however, that if a do
u-ment satis�es the key (�,(Q=Q0, S)), it must also satisfythe key (Q,(Q0,S)). However, the 
onverse is not al-ways true. Observe also that whenever we have a key(Q,(Q0,fP1; :::; Pkg)), the keys (Q=Q0,(Pi,fg)), i 2 [1; k℄are implied.For the rest of the paper, we use the word key to meana relative key.Keys for Company Database. The 
ompany databaseshown before satis�es the following 
onstraints whi
h
an be expressed as keys.� (=,(db,fg)). There is at most one db element atthe root.� (=db,(address,fg)). There is at most one addressunder db node.� (=db,(emp,fidg)). Every employee within a db el-ement 
an be uniquely identi�ed by his id subele-ment.� (=db=emp,(name,fg)), (=db=emp,(sal,fg)),(=db=emp,(tel,fg)). There 
an be at most one namenode for ea
h employee. Similarly for sal and tel.The example here 
onsists of mostly keys with emptykey paths. In the keys that hold for our experimentals
ienti�
 data, keys are more 
omplex. We remark thatfor do
uments whi
h are standard and 
onsistent repre-sentations of relations in XML, the set of keys 
an beautomati
ally generated from the relational s
hema.Some Terminology. We say a node is keyed if ithas a key. In other words the sequen
e of tag namesfrom root to this node is equal to the 
on
atenationof 
ontext and target path of some key. Given a key(Q; (Q0; fP1; :::; Pkg)) and a keyed node with pathQ=Q0,the value vi rooted under the path Pi, i 2 [1; k℄ of thekeyed node is a key path value and the keyed node hasthe key value fP1 = v1; :::; Pk = vkg. Given a set ofkeys, we 
onsider the paths given by the 
on
atenationof 
ontext and target paths for every key in the keyspe
i�
ation. We say a path in this set is a frontier pathif and only if it is not a proper pre�x of some otherpath in the set. A node is a frontier node if and onlyif the sequen
e of tag names from root to that nodeequals to some frontier path. In other words, a frontier
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Figure 4: Annotated representation of version 3node is the deepest possible keyed node. For exam-ple, the key spe
i�
ation given above has frontier paths/db/address, /db/emp/id, /db/emp/name, /db/emp/saland /db/emp/tel. name is a frontier node but emp is not.Obviously, there 
an be unkeyed nodes beyond frontiernodes. For example, there may be �rstname and last-name nodes under name nodes. Observe that frontierpaths 
orrespond to keys with empty key paths.Assumptions about Key Stru
ture. Wemake threeassumptions about keys. First, we assume our keys arede�ned level-by-level. In other words, all keys are de-�ned relative to its parent (not grandparent, et
.). Forexample, to identify a name node whi
h lies on the path/db/emp/name requires one to �rst identify the 
orre
tdb and emp nodes. Our se
ond assumption is that givena set of keys whi
h a do
ument satis�es, any node thatdoes not o

ur beneath frontier nodes is keyed. Forexample, there 
annot be an email subelement dire
tlyunder emp nodes. In other words, we assume that ourkeys \
over" all nodes that do not o

ur beneath frontiernodes. Our last assumption is that nodes beneath somekey path 
annot be keyed. That is, we assume that there
annot be a key (Q1; (Q01; fP1; :::; Pkg)) where k � 1and another key (Q2; (Q02; f:::g)) su
h that Q1=Q01=Pifor some i 2 [1; k℄ is a proper pre�x of Q2=Q02. The lastassumption is ne
essary to ensure that key values donot 
hange as a result of reordering keyed nodes (Whennodes are merged into the ar
hive, they may o

ur in adi�erent order from that in the version). Although theseassumptions may seem restri
tive, we note that our ex-perimental data naturally adhere to these assumptions.
3. MAIN MODULESIn this se
tion, we will des
ribe our main modules, An-notate Keys and Nested Merge. Our ar
hiver takes anew version, an ar
hive, and a key spe
i�
ation as in-put. The new version and ar
hive are assumed to obeythe same key spe
i�
ation. Annotate Keys annotates allthe keyed elements in the version and the ar
hive withtheir key values so that every element 
an be distin-guished by its annotation. Then, Nested Merge mergesthe annotated version and ar
hive together into a newar
hive. Figure 3 illustrates this ar
hite
ture.
3.1 Annotate KeysAs a prepro
essing step for Nested Merge, we �rst an-notate ea
h keyed node in an XML do
ument with itskey value so that ea
h node 
an be uniquely identi�edby its path and key value. For example, Annotate Keys

Data Size No. of Nodes HeightOMIM 27:0MB 206466 5SWISS-PROT 436:2MB 10903568 6XMark 11:4MB 184974 12Table 1: Various statisti
s of our datawill transform version 3 in Figure 1 into the represen-tation shown in Figure 4. Observe that emp nodes areannotated with their key values, for e.g. emp(id=1). Weomit the id subelement of emp be
ause they are alreadystored as annotations. The resulting tree is su
h thatevery keyed node 
an be identi�ed by the path fromthe root to that node by taking into a

ount the an-notations as well. Nested Merge, des
ribed in the nextse
tion, 
an then easily identify nodes in the ar
hiveand new version that 
orrespond to ea
h other based onthose paths.Keyed nodes 
an be annotated with its key values with asimple s
an through the do
ument. As we s
an throughthe do
ument in do
ument order (preorder), we memo-rize the value under a key path whenever we en
ounter anode 
ontaining a key path value. By the time, we exita keyed node, we would have its key value (all the keypath values) and hen
e, we 
ould store the key value atthe keyed node. The pro
edure for annotating keys foran ar
hive is similar to that for a version ex
ept thatone has to also handle the timestamps in an ar
hive.Sin
e 
opying key values to a keyed node 
an in
reasethe size of the do
ument, espe
ially when key values arelarge XML values, we have a te
hnique for 
omputinga small �ngerprint of a key value and keyed nodes 
anbe annotated with its �ngerprints instead of a
tual keyvalues. The full algorithm is des
ribed in detail in [2℄and we omit the dis
ussion here.
3.2 Nested MergeThe 
ore module in our ar
hiving system is the NestedMerge module. Nested Merge takes as input the an-notated ar
hive and the new version, and produ
es asoutput another ar
hive whi
h now 
ontains informationabout the new version. The main idea behind nestedmerge is to �rst identify elements or nodes that 
orre-spond to ea
h other in the ar
hive and in
oming versionthrough keys. A node in the in
oming version is mergedinto the 
orresponding node in the ar
hive during themerge pro
ess. Whenever a node is merged into thear
hive, the set of timestamps asso
iated with that nodein the ar
hive is augmented with the new version num-ber. Nodes in the version that do not have 
orrespond-ing nodes in the ar
hive are simply added to the ar
hivewith the new version number as timestamp. Nodes inthe ar
hive that do not have 
orresponding nodes in thein
oming version will not have the new version numberin their timestamp.Example. Figure 5 shows an example of nested mergewhen version 3 of Figure 1 is merged into the ar
hive
ontaining versions 1 and 2. The arrows indi
ate the
orresponden
es between elements, identi�ed throughthe set of keys given in Se
tion 2. Noti
e that the node
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hiveremp(id=3) in the new ar
hive 
ontains only the times-tamp t=3 sin
e it does not have a 
orresponding nodein the old ar
hive.The pseudo
ode of the algorithm is des
ribed below.We assume the annotated ar
hive 
ontains versions 1through i � 1 and the annotated in
oming version is ado
ument 
ontaining version i. To simplify dis
ussion,we assume that elements, ex
ept timestamp elements,do not 
ontain attributes. The pseudo
ode below as-sumes that the ar
hive is non-empty. When an ar
hiveis �rst 
reated with one version, we simply add a times-tamp to the root of that version. For any node x in thear
hive, let t(x) denote the timestamps annotated onnode x. Let l(x) denote the label and key value of nodex. Let v(x) denote the XML value rooted at node x andin
luding x and v�(x) denote the XML value rootedat node x but not in
luding x. We 
all the algorithmNested Merge(rA,rD,fg), where rA and rD are the rootnode of the ar
hive and the new version, respe
tively.The last argument 
ontains an inherited timestamp, ini-tially empty.Algorithm Nested Merge(x,y,T )If t(x) exists then add i to t(x) and let T be t(x).Let X and Y denote the set of all 
hildren nodes of xand y respe
tively.If y is a frontier node thenIf every node in X is not a timestamp node thenIf v�(x) and v�(y) are di�erent thenadd <T t="T � fig">v�(x)</T>and <T t="i">v�(y)</T> as a subtrees of x.ElseIf there exists a node x0 in X su
h thatv�(x0) and v�(y) are the same thenadd i to t(x0).Else add <T t="i">v(y)</T> as a subtree of x.ElseLet XY = f(x0; y0) j x0 2 X; y0 2 Y; l(x0) and l(y0)are the sameg.Let X 0 = fx 2 X j (8y 2 Y ) (x; y) 62 XY gLet Y 0 = fy 2 Y j (8x 2 X) (x; y) 62 XY gFor every pair (x0; y0) 2 XY(a) Nested Merge(x0,y0,T )For every x0 2 X 0(b) If t(x0) does not exist then let t(x0) be T � fig.For every y0 2 Y 0(
) Let t(y0) = fig and pla
e v(y0) as a 
hild nodeof x.The algorithm �rst determines the 
urrent set of times-

tamps. It is i added to t(x) if t(x) exists. Other-wise, timestamps are inherited from its parent. Ob-serve that t(rA) always exists. It is a property of thealgorithm that l(x) and l(y) are the same wheneverNested Merge(x,y,T ) is invoked. The algorithm thenpro
eeds by 
he
king if y is a frontier node.Frontier nodes are handled spe
ially be
ause there areno keyed nodes beyond frontier nodes. Thus the re-
ursive merging of identi
al nodes no longer applies forthe des
endents of frontier nodes. The 
hildren nodesof any frontier node have the property that either theyare all timestamp nodes or none of them is a timestampnode. In Figure 2, sal of Joe is an example of a fron-tier node whose 
hildren are all timestamp nodes, tel ofJoe is a frontier node none of whose 
hildren are times-tamp nodes. The transition from having no timestamp
hildren nodes to all timestamp 
hildren nodes o

urswhen a merged version is su
h that 
ontents of the fron-tier nodes to be merged di�ers from that in the ar
hive.In Figure 5, when version 3 is merged, the value of sal ofJoe di�ers from that in the ar
hive. Hen
e timestampsare used to en
lose the salary values at the respe
tivetimes in the new ar
hive.If y is not a frontier node, we partition nodes in X andY into three sets: XY 
ontains pairs of nodes from Xand Y respe
tively that 
orresponds to one another, i.e.with the same label and key value. Observe that by theproperty of keys, for every node in X, there 
an be atmost one node in Y with the same label and key value.X 0 (resp. Y 0) 
onsists of nodes in X (resp. Y ) wherethere does not exist any node in Y (resp. X) that 
or-responds to one another. Nested merge is re
ursively
alled on pairs of nodes in XY , inheriting the 
urrenttimestamp T . To ensure that nodes of X 0 no longer ex-ist at time i, timestamp T ex
luding i is annotated onnodes of X 0 if they do not already 
ontain timestampsthat terminate earlier than i. Subtrees rooted at nodesof Y 0 are atta
hed as a subtrees of x and they are anno-tated with a timestamp i sin
e they only begin to existat time i.Analysis. We analyze the running time of Nested Mergeto show that it is O(N logN) where N = max(NA; ND).Here, NA andND are the number of nodes in the ar
hive(A) and version (D) respe
tively. We assume the set offrontier paths are kept in a hash table. This will allowus to determine if a given path (or node) is a frontierpath in 
onstant time. Let dA and dD be the maximumdegree of A and D respe
tively. Hen
e X and Y 
an bedetermined in dA and dD time. To 
ompare if two XML
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Figure 5: Merging version 3 into the ar
hive 
ontaining versions 1 and 2values are the same, we 
ompare their �ngerprints (orsignatures). We assume that the �ngerprints of thesevalues are taken during the Annotate Key phase. Thedetails are des
ribed in [2℄. Sin
e �ngerprints are small,we will assume for 
onvenien
e that the 
omparison oftwo �ngerprint values take 
onstant time. Hen
e thestatements, 
ondition on y being a frontier node, exe-
utes in O(dA + dD) time.In 
ase y is not a frontier node, the algorithm pro
eedsto determine XY , X 0 and Y 0 and appropriate a
tions,(a), (b) and (
), are taken for nodes in ea
h set. Ourimplementation assumes that X and Y are sorted in as-
ending order a

ording to their key values and a merge-sort is done on the sorted nodes: Start with the �rstnode of ea
h sorted sequen
e X and Y . Call them x0and y0. (1) If l(x0) and l(y0) are the same then performa
tion (a). (2) If l(x0) < l(y0) then perform the a
tion(b) on x0 and let x0 be the next node in the sorted se-quen
e X. (3) Otherwise, perform a
tion (
) on y0 andlet y0 be the next node in the sorted sequen
e Y . We re-peat this pro
edure until we run out of nodes on eithersequen
e. If X (or Y ) is empty �rst, we perform a
tion(
) (or (b)) on the rest of the nodes in Y (or X). Inthe worst 
ase, every node in A and D is sorted at somepoint. Hen
e Nested Merge takes O(N logN) time.Further Compa
tion. To obtain a further 
ompa
tar
hive representation, one 
an apply di�-based te
h-niques on XML values beneath frontier nodes. Withinthe frontier node, we represent the 
ontents that remainthe same a
ross versions only on
e and mark the partsthat di�er by timestamps. This is mu
h like the ap-proa
h that SCCS [21℄ adopts. In this way, instead ofrepresenting XML values of these nodes under the re-spe
tive timestamps, we represent only their di�eren
e.The advantage of this te
hnique arises when XML val-ues di�er only slightly a
ross versions.
4. EXPERIMENTAL RESULTSThe main �nding of our experiments is that our ar
hiverequires only slightly more spa
e than the di�-based ap-proa
h on real s
ienti�
 data. Moreover, our results alsoshow that our 
ompressed ar
hive is better than anyother 
ompressed repository that keeps all versions interms of spa
e eÆ
ien
y.

Data. We tested our ar
hiver on three datasets:OMIM [14℄, SWISS-PROT [1℄, and XMark [22℄. OMIMand SWISS-PROT are real s
ienti�
 data as des
ribedin Se
tion 1. XMark is a ben
hmark database 
on-taining syntheti
 au
tion data. We wrote a 
hangesimulator for XMark and arti�
ially generated versionsof data with various 
hange rates. In the experimen-tal result we show in Figure 7, the versions used inthe experiment are generated from the previous versionby deleting 10% of the elements in the data, insert-ing the same number of new elements, and modifyingtext data for 10% of the elements in the data. As aremark, the deletion/insertion/modi�
ation ratios be-tween two versions of OMIM and SWISS-PROT areroughly 0.02%/0.2%/0.03% and 14%/26%/1.2% respe
-tively. Various other statisti
s of these data 
an befound in Table 1.Experiments. The main purpose of our experimentsis to answer the following question: How does the stor-age spa
e performan
e of our te
hnique 
ompare withdi�-based te
hniques? There are many variants of di�-based approa
hes, but we identi�ed two likely 
ompet-itive 
andidates: (1) in
remental di� approa
h whi
hstores the �rst version and di�s of every su

essive pairsof versions in a repository, and (2) 
umulative di� ap-proa
h whi
h stores the �rst version and di�s of everyversion from the �rst version.Cumulative di�s is obviously worse than in
rementaldi�s in storage eÆ
ien
y. However it has the advan-tage of being fast in retrieving any version. Hen
e ifthe storage spa
e required by 
umulative di�s is notfar from that required by in
remental di�s, 
umulativedi�s would be a tougher 
ompetitor for us. Our exper-iments, however, showed that 
umulative di�s qui
klysu�ers from the large storage spa
e when the numberof versions gets larger. Hen
eforth, we 
on
entrate on
omparisons between our ar
hive and in
remental di�approa
h. The experimental results with 
umulativedi�s are shown in [2℄.In addition to the 
hoi
e of in
remental di�s or 
umu-lative di�s, we also have a 
hoi
e of tree di�s or linedi�s. Tree di�s have been extensively studied [10, 11,19, 20, 6℄ and we used XML-Di� [7℄, whi
h is imple-mented for XML and is downloadable from the Web.However, when 
ompared with line di�, XML-Di� in-
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e on OMIM and SWISS-PROT data.
urred a signi�
antly higher spa
e overhead (and it wasalso not robust: we 
ould only run it on some of ourdata). Sin
e our XML data is formatted in su
h a waythat ea
h element is represented by one or more 
onse
-utive lines separate from other elements, line di� givesa 
ompa
t representation for small 
hanges. For thisreason, we 
hose line di� for the 
omparison. In all ourexperiments, we used the standard unix di� 
ommandwith \-d" option to 
ompute the smallest edit s
ripts.Hen
e, the sizes of our di� repositories are always thesmallest possible.We also examined how our approa
h and the di�-basedapproa
h perform in 
ombination with 
ompression te
h-niques. We 
ompress the di�-based repositories withgzip (a standard �le 
ompression tool) and we 
om-press our ar
hives with XMill (an XML 
ompressiontool) [12℄. We also experimented with 
ompressing 
u-mulative di�s with gzip sin
e 
ompressed 
umulativedi�s may be small. As another possible 
ompetitor, wealso put all the versions side by side into one XML tree

and 
ompress it with XMill. Both gzip and XMill wererun with \-9" option to give the best possible 
ompres-sion.In all the graphs, line version shows the size of ea
hversion, and line ar
hive shows the size of our ar
hivesstoring up to ea
h version. Line V1+in
remental di�sshows the size of in
remental di� repositories, i.e. thetotal size of the �rst version and all the in
rementaldi�s. Line xmill(V1+...+Vi) refers to the size of the 
on-
atenation of all the versions with XMill applied. Linegzip(V1+in
remental di�s) and line gzip(V1+
umulativedi�s) refers to the size of in
remental di� repositoryand 
umulative di� repository with gzip applied, respe
-tively. Finally, line xmill(ar
hive) shows the size of ourar
hives with XMill applied.
4.1 Comparison with DiffThe graphs in Figure 6 show the results of the experi-ments with OMIM and SWISS-PROT. In those graphs,we see that the in
remental di� approa
h marginally



outperforms our approa
h for most 
ases. For OMIM,the ar
hive size is never 1% more than the size of in
re-mental di�s, and for SWISS-PROT, the ar
hive size isnever 8% more than the size of in
remental di�s.Observe that the data stored in our approa
h and thedi� approa
h are the same (although they are orga-nized in di�erent ways, i.e. grouped by elements v.s.grouped by time). The small di�eren
e between thestorage spa
e in the two approa
hes mainly 
omes fromthe di�eren
e between the size of timestamps in ourar
hives and the size of \markers" in di� s
ripts. If wehave a huge number of 
hanges of very small data, su
has a text data of length 1, the ratio of that di�eren
e tothe size of the ar
hive 
an be 
onsiderably large. Su
han extreme situation, however, rarely o

urs in the ex-perimental data we used.The graph in Figure 7 shows the results of the experi-ments with XMark. In this 
ase, our approa
h marginallyoutperforms the di� approa
h. The main reason for thisis that our 
hange simulator modi�es text data to ran-domly generated text, and text data sometimes happento be modi�ed to their old values. While in
remen-tal di� approa
h is for
ed to store those values multi-ple times in di�erent deltas, our approa
h stores thevalue only on
e but timestamps are augmented to in-
lude multiple intervals. Clearly, the former in
urs ahigher overhead than the latter in most 
ases.The s
enario just des
ribed shows that, in the extreme
ase where the same data is repeatedly deleted and in-serted, our approa
h is likely to outperform in
remen-tal di� approa
h by a big margin. On the other ex-treme, there may be insertions and deletions of highlysimilar data (though semanti
ally di�erent be
ause theyhave di�erent key values) over the versions. In this 
asedi�s usually have a 
ompa
t representation (by storingonly the di�eren
e between them) while our approa
his for
ed to store the highly similar elements separately.Both su
h extreme 
ases, however, rarely happens ins
ienti�
 data.
4.2 Interaction with CompressionWe have seen that in
remental di� te
hnique may out-perform our te
hnique in terms of storage spa
e. How-ever, when 
ompression is applied to both our ar
hivesand in
remental di� repositories, our ar
hives 
onsis-tently uses less storage spa
e in all our experiments.For both OMIM and SWISS-PROT (in Figure 6), wesee that XMill applied on our ar
hive (xmill(ar
hive)line) outperforms any other approa
h even during thetimes when the in
remental di� repository is 
learlysmaller than our ar
hive without 
ompressions. For in-stan
e, in Figure 6(b), as our ar
hive starts to performworse than the in
remental di� repository after the ver-sion 17, our 
ompressed ar
hive 
ontinues to outper-form the 
ompressed di� repository by a growing mar-gin. By the time version 20 of SWISS-PROT is added,the storage spa
e used by our ar
hive is 
learly morethan in
remental-di�. However, gzip(in
remental-di�)uses 
learly more storage spa
e than xmill(ar
hive) byabout the same magnitude.This reversal of storage spa
e eÆ
ien
y o

urs be
ause
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e on XMark dataunder 10% insertion + 10% deletion + 10% mod-i�
ation.our ar
hive representation groups data a

ording to el-ements in XML format, and XMill 
an exploit this spe-
i�
 stru
ture to obtain a better 
ompression ratio thangeneral 
ompression tools like gzip. XMill groups textdata a

ording to the names of the elements in whi
hthey o

ur and 
ompresses ea
h group separately. Sin
etext data that belong to elements of the same nametend to be fairly similar, high 
ompression ratios 
anusually be a
hieved. More surprising is the fa
t thatthis reversal of storage spa
e performan
e o

urs evenwhen there are many insertions and deletions of similarbut semanti
ally di�erent elements (the extreme 
asedes
ribed earlier). Even when the size of in
rementaldi�s is far smaller than the size of our ar
hive, our 
om-pressed ar
hive is still smaller than 
ompressed in
re-mental di�s. The results of these experiments are shownin [2℄.Our graphs also show that a simple appli
ation of XMillto the 
on
atenation of all the versions does not work aswell as the our ar
hive 
ompressed with XMill (see linesxmill(V1 + ::: + Vi) and xmill(ar
hive)). Note that thestepping in line xmill(V1+ :::+ Vi) in Figure 6(a) is due



to the fa
t that XMill with \di
tionary 
ompression"allo
ates new spa
e whenever the di
tionary at handbe
omes full. Finally, the 
ombination of gzip and 
u-mulative di�s a
hieves rather high 
ompression ratio.However, it still does not perform as well as the XMillapplied to our ar
hive.As a remark, in Figure 6(b), we rea
hed the system�le size limit of 231 when trying to add version 19 toV1+
umulative-di�s repository before applying gzip. Thelimit is also rea
hed when trying to add version 16 tothe V1+ :::+V15 repository before XMill 
an be appliedand hen
e the dis
ontinuity in lines gzip(V1+
umulative-di�s) and xmill(V1 + :::+ Vi) in this graph.
5. EFFICIENT RETRIEVALSSo far, we have seen that a new version 
an be eÆ
ientlymerged into an existing ar
hive. Our experiments alsoshow that the spa
e overhead of our ar
hive is 
ompara-ble to traditional in
remental di� approa
h for s
ienti�
data. Moreover, our 
ompressed ar
hive is always betterthan 
ompressed di� repository in terms of spa
e eÆ-
ien
y. We now show that be
ause the stru
ture of ourar
hive is 
on
eptually meaningful, it is easy to retrievea version and the temporal history of an element eÆ-
iently from the ar
hive by building simple index stru
-tures on top of the ar
hive. A version 
an be retrievedin time roughly proportional to the size of the versionand the temporal history of an element 
an be retrievedin time roughly proportional to the size of its key.
5.1 Retrieving a VersionThe stru
ture of the ar
hive is su
h that a simple s
anthrough the ar
hive 
an retrieve any version. Whenevera timestamp tag is en
ountered, we output the 
ontentsof the timestamp element only if the required versionnumber is in the range of the timestamps. Howeverthis takes time proportional to the size of the ar
hive.To retrieve a version using in
remental di�-based te
h-nique, this may require one to \roll ba
k/forward" sev-eral times depending on how far ba
k/forward the ver-sion is. We des
ribe here a simple s
heme that al-lows a version to be retrieved in time roughly propor-tional to the size of the version, regardless of how farba
k/forward the version may be. We a
hieve this bybuilding simple auxiliary timestamp binary trees on topof the ar
hive.Timestamp Trees. The purpose of a timestamp treeis to dire
t the sear
h for the relevant nodes of a versionin the ar
hive. We will assume a timestamp tree forea
h non-timestamp node (a node whi
h is not repre-senting the timestamp element) in the ar
hive. Given anode x in the ar
hive with k 
hildren, the 
orrespondingtimestamp tree is a binary tree with k leaves, one forea
h 
hild of x. Every leaf of the tree has two kindsof information: the timestamps and the o�set to the
orresponding 
hild node in the ar
hive. Ea
h internalnode of the tree 
onsists of the union of timestamps ofits 
hildren nodes. We will des
ribe how to 
onstru
tthis binary tree later.Retrieve. We wish to retrieve a version i from thear
hive in time roughly proportional to the size of the

version. Consider a node x in the ar
hive and supposeit has k 
hildren of whi
h only � belong to version i.The naive approa
h 
he
ks for ea
h node if it is rele-vant to version i, i.e, has timestamp i. To look for therelevant 
hildren nodes, we �rst look for the timestamptree 
orresponding to node x through the o�set in x.Then we sear
h down the the timestamp binary tree bystarting at the root r of the binary tree and 
he
k ifi 2 t(r) (where t(x) denotes the timestamps of node x).If i 62 t(r), we stop. This means that neither of the two
hildren nodes of r is relevant for version i. If yes, were
urse on the two 
hild nodes to 
ontinue the sear
h.We repeat this sear
h down the tree. Assuming that wehave a 
omplete binary tree and k and � are powers of2, at most � nodes will be sear
hed in ea
h level afterdepth log �. On
e we rea
h the leaf nodes, we will knowthe relevant � nodes in the ar
hive through the o�setvalues stored at the leaves in the binary tree. We alsokeep tra
k of the number of nodes we have sear
hed inthe binary tree so far and stop at the point when wehave sear
hed a total of k nodes. If the threshold of k isrea
hed before rea
hing the leaf nodes, we simply sear
hall k leaf nodes. Observe that if i 2 t(r) then � � 1.With this strategy, we will either probe 2��1+� log(k=�)nodes or 2k nodes of the binary tree. We sear
h 2� �1+� log(k=�) nodes when � � k=8 and 2k nodes when� > k=8. In the former 
ase, we are at worst fa
tor oflog k away from the optimal number of probes while inthe latter 
ase, we are a 
onstant fa
tor away from theoptimal. In largely a

retive data where data 
hangesinfrequently, it is usually the 
ase that � > k=8 when aversion is retrieved. In the 
al
ulations so far, we haveignored the time to test if i is in the set of time in-tervals of ea
h node. Let m be the maximum numberof time intervals among the k nodes. The root nodeof the binary tree 
an have at worst mk number oftime intervals. Hen
e the membership test will takeO(max(logm; log k)) time at ea
h node.Constru
ting Timestamp Trees. Given an ar
hivein XML, one 
an 
onstru
t a timestamp tree for ea
hnon-timestamp node with a single s
an through the ar
hive.The idea is to �rst 
olle
t the k 
hildren nodes of a nodex along with their respe
tive timestamps and o�sets intothe ar
hive �le. We build on these k leaf nodes into abinary tree by pairing nodes repeatedly in a bottom-upmanner and taking the union of timestamps of the 
hil-dren nodes for ea
h internal node. Finally we appendthe binary tree in another �le and write the o�set tothis binary tree in node x of the ar
hive. Internal nodesof the binary tree written to �le will 
ontain o�sets totheir 
hild nodes in order for one to skip to the irrelevantnodes of the binary tree during the sear
h.The timestamp trees are 
reated ea
h time a new ver-sion arrives and after nested merge is applied. The timeneeded for 
reating this data stru
ture is easily o�set bythe eÆ
ien
y of answering retrieval queries. We havethe following 
orre
tness property for our algorithms inthe sense that we always retrieve what we ar
hived,assuming that the order among keyed nodes does notmatter. Let Retrieve(A,i) be the fun
tion that retrievesversion i from ar
hive A.



Theorem 5.1. If a do
ument D is merged into anar
hive A as version i then Retrieve(A,i) returns D.
5.2 Retrieving the Temporal History of an

ElementGiven the key of an element, one would like to retrievethe temporal history of this element, i.e, the times atwhi
h this element exists. This would allow us to answerqueries su
h as when an element �rst/last exists andhow it has evolved through history. For example, thehistory of employee Joe in the 
ompany database, givenby the path /db/emp[id=1℄, is 2,3 and 5.We �rst observe that to retrieve the temporal history ofan element with in
remental di� approa
h would prob-ably require signi�
ant reasoning and tra
ing throughall the deltas. In our 
ase, a simple s
an through thear
hive 
an already retrieve the history of any elementalthough this 
an be ineÆ
ient. We sket
h a naives
heme that would allow one to answer this query intime O(l log d) where l is the length of the key and dis the maximum degree of the ar
hive. The idea is tomaintain for ea
h keyed node x in the ar
hive, a sortedlist of 
hildren keyed nodes as the auxillary stru
ture.Ea
h node in the sorted list 
ontains its key, an o�set tothe respe
tive node in the ar
hive and an o�set to thetimestamp node whi
h it inherits the timestamp from.A binary sear
h 
an be performed on the sorted list to�nd the element with the desired key. We assume thatthese information are kept in a �xed size re
ord. Toretrieve the 
orre
t 
hild node of x with the desired key,we �rst �nd the o�set to this sorted list of 
hildren nodesfrom x. Perform a binary sear
h to lo
ate the desired
hild node x0 in this list. If not found, the required el-ement does not exist in the ar
hive. Otherwise, lo
atethe 
orresponding node in the ar
hive using the o�set inthe re
ord 
ontaining x0. We repeat this pro
edure forevery key in the path until we �nd desired element forthe given path. If a node has a large number of 
hildrennodes, one 
an 
onsider building more sophisti
ated in-dex stru
tures for these 
hildren nodes su
h as a B+tree.One 
an 
onstru
t a sorted list of 
hildren keyed nodesfor ea
h keyed node with a single s
an through thear
hive. The idea is to �rst 
olle
t the set of keyed
hildren nodes of ea
h keyed node x. We keep tra
k forea
h node, the o�set in the ar
hive and the o�set of thetimestamp node whi
h it inherits from. Before we exit anode x, we sort the list and keep the o�set of this sortedlist in node x.
6. RELATED WORKThere has been 
onsiderable resear
h on version man-agement systems and we highlight here the re
ent ones.The approa
h taken by Xyleme system [13℄ is di�-based [6℄.They store the latest version together with all forward
ompleted deltas { 
hanges between su

essive versionswhi
h 
an also allow one to get to an earlier versionby inverting deltas on the latest version. Anotherapproa
h taken by Chien et. al. [18℄ is a referen
e-based versioning s
heme. The �rst version is alwaysfully stored. As subsequent versions arrive in the form

of updates, only newly inserted obje
ts are stored. Ob-je
ts that remain un
hanged are stored as referen
es tothe 
orresponding obje
t in the previous version. It isargued that this approa
h provides better support for(temporal) queries sin
e it preserves the logi
al stru
-ture of every version as opposed to di�. However, theirapproa
h assumes that the edits are known, i.e, the el-ements that has been modi�ed, deleted or inserted areknown. Our te
hnique does not assume the existen
e ofedit s
ripts, preserves the logi
al stru
ture of every ver-sion and still makes it easy to dis
over the evolutionaryhistory of any element.Di�-based approa
hes for tree-like stru
tures have beensubstantially studied in [10, 11, 19, 20, 6℄. The gen-eral problem of �nding the minimum 
ost edit distan
ebetween two ordered trees is studied by Zhang et. al.in [10, 11℄. In [19℄, Chawathe et. al. made further re-stri
tions to obtain a faster algorithm for the minimum
ost edit distan
e. A heuristi
 
hange dete
tion algo-rithm for unordered trees is also proposed in [20℄ witha ri
her set of edit operations. Another di� te
hniqueis proposed in [6℄ whi
h uses signatures to �nd mat
h-ings and another top down phase to 
ompute furthermat
hings heuristi
ally.Software 
on�guration management systems su
h as CVS [4℄use di�-based te
hniques whi
h stores the last versiontogether with ba
kward deltas based on line-di�s. Ourar
hiving system is more like sour
e 
ode 
ontrol system(SCCS) [21℄ whi
h uses timestamps to mark when linesof text exists at various versions. However, the di�er-en
e between SCCS and our ar
hiving te
hnique is thatSCCS uses line-based di� and does not use keys. There-fore, if the same line is repeatedly inserted and deletedover the versions, a series of identi
al lines marked asinserted or deleted will be stored in the SCCS reposi-tory. Using keys in our ar
hiving te
hnique, our ar
hivewill only 
ontain the line on
e with timestamps to markwhen this line exists. Nested Merge bears resemblan
eto Merge Template idea in [23℄ whi
h merges two XMLdo
uments a

ording to a spe
i�ed template. The tem-plate spe
i�es whi
h elements 
an be merged together,inserted or repla
ed.Our work is largely inspired by the work of Dris
ollet. al. [9℄ where they studied methods for making datastru
tures partially persistent { updates and a

esses areallowed on the latest version but only a

esses are al-lowed on past versions. However, the set of edits isknown and they do not exploit key information.
7. CONCLUSIONWe have des
ribed an ar
hiving te
hnique for XML datawith key stru
ture. Our approa
h is the �rst ar
hiv-ing te
hnique for XML data that is not di�-based. Wehave shown that one 
an eÆ
iently add a version intoan existing ar
hive. Our experiments also show thatour ar
hiving te
hnique is 
omparable to di�-based ap-proa
hes in terms of spa
e eÆ
ien
y for s
ienti�
 data.For example, SWISS-PROT ar
hive is never more than1:08 times the size of in
remental-di� repository andOMIM ar
hive is never more than 1:01 times the size



of in
remental-di� repository. Our ar
hiving te
hniquealso provides one with meaningful 
hange des
riptions| we are able to des
ribe 
hanges around \obje
ts"or elements by identifying elements through keys. Di�te
hniques are based on minimizing edit 
osts whi
hmay give meaningless deltas as seen by the Person(Name,DateOfBirth, Address, Zip) example earlier. Moreover,sin
e the stru
ture of our ar
hive is 
on
eptually mean-ingful, it is easy to support various temporal queries onthe ar
hive, by building index stru
tures on top of thear
hive. In addition, sin
e our ar
hive is yet anotherXML do
ument, this allows one to dire
tly leverage ex-isting XML tools. Existing XML query languages su
has XQuery [28℄ 
an be used to query our ar
hive. Itis also mentioned in [18℄ that the ideal solution is torepresent the history of a versioned do
ument as yetanother XML do
ument for this allows one to exploitweb-browsers, style sheets, query pro
essors and othertools that already support XML. Our experiments alsoshowed that our ar
hive works well in tandem with 
om-pression; our 
ompressed ar
hive is always more spa
eeÆ
ient than 
ompressed di�-based repositories in alldata sets that we have used.One issue that is not dis
ussed in this paper is how one
an extend the ar
hiver to handle order among XMLelements. One approa
h is to use tree alignment, whi
his a generalization of string alignment, instead of thenested merge. For now, we have implemented a proto-type based on this idea, but experiments and the theo-reti
al analysis on its eÆ
ien
y is future work. Please re-fer to [2℄ for this issue. How one 
an extend our ar
hiverto handle other de�nitions of keys found in [15℄ is alsoan interesting future work.
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